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Abstract: In this work, we propose a novel metaphor to interact with volumetric anatomical images,
e.g., magnetic resonance imaging or computed tomography scans. Beyond simple visual inspection,
we empower users to reach the visible anatomical elements directly with their hands, and then
move and deform them through natural gestures, while respecting the mechanical behavior of the
underlying anatomy. This interaction metaphor relies on novel technical methods that address
three major challenges: selection of anatomical elements in volumetric images, mapping of 2D
manipulation gestures to 3D transformations, and real-time deformation of the volumetric images.
All components of the interaction metaphor have been designed to capture the user’s intent in an
intuitive manner, solving the mapping from the 2D touchscreen to the visible elements of the 3D
volume. As a result, users have the ability to interact with medical volume images much like they
would do with physical anatomy, directly with their hands.
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1. Introduction

a Touchscreen. Appl. Sci. 2021, 1, 0.

Even though the human body is composed mostly of flexible, dynamic tissue, medical
volume images—such as magnetic resonance imaging (MRI) or computed tomography
(CT) scans—are displayed as static, non-interactive datasets. Clinicians would enjoy new
opportunities if they had the ability to inspect and interact with medical volume images
in a tangible manner, much like they would do with a physical body had they access
to internal anatomy in a harmless, unconstrained manner. This could be implemented
through a tangible interaction tool where users may manipulate and deform anatomical
elements naturally with their hands, and thus intuitively scrutinize shape, appearance and
mechanical properties, as well as the connections and contacts between elements. Such tool
can facilitate clinical tasks such as pre-operative planning, by largely simplifying usability
and interaction.
The classical approach to simulating anatomical deformation is to (i) segment anatomical elements, (ii) mesh these elements separately, and (iii) perform a contact mechanics
simulation between the anatomical elements. Selection, manipulation and deformation
are all executed on the segmented anatomy. Therefore, the ability to select, manipulate
and deform individual anatomical elements is limited by the accuracy and robustness of
segmentation. This is to date an extremely hard and laborious problem, and it hinders
largely the resolution and applicability of anatomical deformation.
We propose instead to carry out all interactions (i.e., selection, manipulation and
deformation) directly on the input medical images, and thus retain the resolution of the
original data. However, this is not free of challenges. The dense three-dimensional nature
of medical volume images poses inherent difficulties for the tangible manipulation of
the underlying anatomy. Display and interaction devices are still predominantly twodimensional, and appropriate mappings must be defined between 2D and 3D to enable
direct manipulation of volume datasets. For visualization, volume rendering provides
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Figure 1. Intuitive manipulation and deformation of a kidney in a CT-scan. Our method allows users to directly touch and interact
with anatomical elements in a medical volume image much like they would do in the real world, through natural manual actions. We
use a rigid handle metaphor, highlighted in green in the images, to map user actions into the manipulation of the volume. The first two
images show in-plane manipulation with two fingers, and the last two images show out-of-plane manipulation with three fingers.

a successful solution for the definition of visible surfaces within the dense 3D dataset.
For deformation, on the other hand, there is no effective method for conveying 3D selection
and manipulation of volume data in a natural and intuitive manner using a 2D interface.
In this work, we propose a metaphor of natural interaction with medical volume
images through tangible direct interaction on a touchscreen. We let users deform the
anatomy by touching it directly and performing manipulation operations with their fingers,
much like they would do with real anatomy. A key ingredient of our method is to map the
2D touchscreen interaction to 3D volumetric deformation through a rigid handle metaphor.
Then, we decompose the interaction process into three operations: selection of handles,
mapping of handle transformations, and computation of handle-driven deformations.
First, in Section 4, we describe an intuitive, user-guided method for the selection of
anatomy elements as volumetric handles. We use an intuitive mapping to define selection
parameters directly on the touchscreen, based on visible anatomy elements. Furthermore,
we apply a region growing method based on visual settings to segment an anatomical
element and conform a handle.
Second, in Section 5, we describe an optimization-based method for the computation
of rigid handle transformations. We define intuitive cues for direct-touch manipulation of
the handles on a touchscreen, and we compute corresponding handle transformations by
solving efficiently a closed-form optimization problem.
Third, in Section 6, we summarize how we drive the deformation of the full anatomy
from the transformation of the handle. To this end, we adapt a corotational coarsening
deformation method [1] that solves an elastostatic deformation problem on a coarse finiteelement mesh, while respecting the material distribution and boundary conditions imposed
on a fine mesh, and then applies the deformation to the embedded medical image through
volume resampling [2]. We extend the original corotational coarsening deformation method
by supporting additional types of high-resolution boundary conditions, to accommodate
handle-based manipulation.
In our results, such as Figure 1, we show multiple examples where the user deforms
and inspects the anatomy in a medical volume image. We demonstrate that our method is
applicable to a wide range of anatomical elements, from large organs to fine elements such
as blood vessels. The user performs selection and manipulation actions in a natural way,
with smooth transitions. Immediate tangible and visual feedback makes interaction and
inspection intuitive and effective.
We believe that our methods can serve several clinical applications. The most evident
one is pre-operative planning, but our conversations with clinical experts also point to potential use for exploration and diagnosis. At present, the proposed system barely achieves
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interactive performance, due to the high computational cost of soft-tissue deformation and
volume resampling. While the current performance is sufficient for demonstrating novel
interaction features, it is not yet acceptable for practical application. Therefore, our work
currently lacks user evaluation, which is an utmost requirement for full validation of the
proposed methods.
2. Related Work
Our work builds on previous methods that address diverse challenges on 3D interaction, volume exploration, and volume deformation. More than twenty years ago,
Hinckley et al. [3] identified the potential benefits of tangible interaction on touchscreens for
the exploration of medical volume images. Visualization and interaction should go hand
in hand to overcome the challenges for exploring and manipulating complex datasets [4].
2.1. 3D Interaction on Touchscreens
Direct 3D interaction using 2D cues on touchscreens has been studied by multiple
authors. The different proposed methods aim for different goals, such as maximizing the
intuitiveness of the interaction metaphors, maximizing user performance, or minimizing
ambiguity. The study by López et al. [5] investigates the combination of various interaction
and navigation metaphors. A recent survey by Mendes et al. [6] discusses the pros and
cons of multiple methods, and goes beyond 2D interaction to discuss also immersive
3D interaction.
Hancock et al. [7] solved the ambiguity problems for 6-DoF interaction by factoring
the full 6-DoF interaction into simpler actions. Cohé et al. [8] designed a simple widget
that supports 3D transformations naturally through touchscreen actions. Reisman et al. [9]
computed 3D transformations by formulating an optimization problem, such that the 2D
projections of the 3D points touched by the user follow the actions of the fingers as close
as possible. Liu et al. [10], on the other hand, tried to limit 2D cues to just two fingers,
to simplify interaction, and disambiguate the intended 3D transformation based on the
actions of the fingers.
Given the diversity of methods, several studies have compared multiple techniques.
Martinet et al. [11] concluded that user performance was improved when separating
translation and rotation, as interactions were simpler and more accurate. Klein et al. [12]
focused their study on the analysis of several interaction techniques for exploration of 3D
data in scientific visualization.
As our goal is to maximize the similarity with real-world manipulation of anatomy,
we follow the optimization formulation by Reisman et al. [9] for direct manipulation.
This method enables interaction metaphors that resemble best the grasping actions that
humans carry out in 3D, and it requires no widgets. Moreover, the method of Reisman et al.
enables a seamless transition from selection to deformation, all in a similar way to real
life interaction. We opt for this natural concatenation of actions, at the expense of the
possibly improved user performance of widget-based manipulation. However, we modify
the optimization approach of Reisman et al., by formulating a simpler linear problem
with a closed-form solution. In a similar spirit to early approaches for interactive camera
control [13], we linearize the relationship between 2D and 3D actions.
In our work, we assume that the touchscreen is large enough for uncluttered interaction. Therefore, small screens, such as those in mobile phones, are not well suited for
our method. Dedicated methods have been designed for effective interaction on small
screens [14]. Interaction with large models on mobile devices often also requires network
architectures for adaptive rendering [15].
Intuitive interaction through touchscreens is not the only alternative for natural 3D
interaction. One approach is to provide colocated interaction thanks to a see-through
display [16], or to combine colocation and tangible actions for interaction on a visualization
workbench [17]. Another solution, as proposed by Marton et al. [18], is indirect interaction,
where the user may control the camera on a separate touch-enabled surface, while the
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synchorized actions are displayed on a larger projection system. Coffey et al. [19] explore
the idea of visualizing a world-scale representation of the data, while interacting with a
miniature-scale representation of the data. Bruder et al. [20] have compared 2D touchscreen
interaction vs. 3D mid-air interaction on stereoscopic displays, showing that the 2D option
is more efficient close to the screen, whereas the 3D option is more efficient for targets
further away from the screen. Besançon et al. [21] have also evaluated various interaction
methods, including comparisons of indirect vs. tactile and tangible methods.
2.2. Exploration and Selection of Volume Data
The exploration of volume data has typically been addressed from two major angles.
One is the definition of rendering parameters, and the other is the definition of views.
Kniss et al. [22] designed complex transfer functions for volume rendering, and along
with them, direct manipulation widgets which make specifying transfer functions intuitive
and convenient. Continuing this line of work, others have also explored user interfaces
for defining complex transfer functions [23], or user interfaces for choosing more generic
rendering parameters [24].
As mentioned earlier, one way to optimize the exploration of the volume is to find best
views. Weiskopf et al. [25] designed methods to combine complex clipping planes. Other
works employ various visualization metaphors for illustrative visualization of medical
datasets [26], or connect touchscreen-based interaction with the exploration of volume
data [27]. Zorzal et al. [28] propose an augmented reality 3D display for segmentation
operations, but we limit ourselves to 2D touchscreens. In contrast to these works, our
approach is not limited to the exploration of static volume data. Instead, we design
manipulation methods that allow the user to explore the deformation of the volume data.
One of our proposed techniques addresses the selection problem. To this end,
Wiebel et al. [29] have investigated the problem of correctly picking the visible isosurface.
We rely on state-of-the-art solutions to this problem, but we further address the challenge
of growing the picked selection to cover a visible volume of interest. Owada et al. [30]
try to select a region of interest by drawing a stroke, followed by an automated region
segmentation. Our approach is similar in the sense that it combines a cue and automated
segmentation, but our cue resembles a more natural grab action. Direct selection methods
can be augmented with topological information through graph optimization approaches,
to avoid the depth discontinuities that appear in simple ray casting. This idea has been
applied to visible line selection by Wiebel et al. [31], and visible surface patch selection by
Stoppel et al. [32]. In our work, we are concerned with volume selection beyond visible
geometry, and an interesting direction for future work is to accommodate graph optimization approaches into this volume selection. Volume selection can also be addressed
by controlling simple volumetric primitives with Boolean operations. Stoppel et al. [33]
applied this idea to create illustration widgets. Besançon et al. [34], on the other hand,
proposed to draw 2D shapes and then explicitly control how they extend into 3D. They
also discussed an extensive taxonomy of selection methods, which we point to for further
reading on the topic.
2.3. Volume Image Deformation
The deformation of volume images has been addressed using two major families of
methods. One family is based on volume rendering with 3D texture mapping, and encoding
the deformation as the mapping function. The other family is based on resampling the
original volume into a new regular grid using the deformation.
Early methods performed volume rendering using slicing planes, and transformed
voxels to the original dataset using GPU-based 3D texture mapping [35]. The various
methods differed in terms of the approach to encode the deformation, such as trilinear
interpolation based on free-form deformation [36], volumetric skinning of articulated
motions [37], or scattered data interpolation [38]. This approach has been used within
procedural manipulation operations on the volume, such as cutaway, for illustration
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purposes [39]. As a variant of the mapping approach, Georgii and Westermann [40]
presented a method for volume rendering high-resolution irregular tetrahedral meshes,
which enables arbitrary encoding of deformations within the mesh. Correa et al. [41]
also used a mapping function to render deformable volume images. They designed
displacement fields with editing capabilities, subject to feature preservation constraints,
to ease illustrative visualization. Kretschmer et al. [42], on the other hand, reformatted
volume images into planar views to aid in diagnostic explorations.
Thanks to the increase of performance of graphics hardware, real-time resampling of
the full volume image is now possible. This enables the use of richer volume rendering
methods, while handling the deformation as part of a resampling step. The approach
was first used with deformations defined on coarse tetrahedral meshes and voxel-level
parallelization [43], and it was then accelerated through tetrahedron-level parallelization [2].
Further extensions have considered different deformation models, such as a chain-mail
algorithm [44], the corotational coarsening model used in our work [1], or the addition of
respiratory models [45].
As discussed in the introduction, the classical approach to simulating anatomical
deformation is to segment and mesh the individual anatomical elements. Selection and manipulation actions are then largely simplified, as they can leverage the explicit boundaries
of the elements. The simulation of deformations is solved using state-of-the-art contact
mechanics formulations, and there are even open frameworks that facilitate this task [46].
A sample of diverse representative medical applications can be found in the review of
Talbot et al. [47]. The classical approach is largely complementary to our work, as we can
leverage segmented data when available. However, in the classical approach all relevant
anatomical elements must be individually segmented. Due to the complexity of this task,
the approach is either rejected or combined with laborious manual intervention. In our
approach, instead, all anatomical elements remain present, as all interaction is defined on
the original volume data.
3. Methods: Overview
Medical images contain the raw information of a patient’s anatomy. Therefore, to empower clinicians to interact with this anatomy while remaining faithful to the true image
data, our proposed manipulation and deformation methods are executed directly on the input medical images. This approach poses challenges for the design of selection, interaction,
and deformation methods that work directly on volumetric images.
We rely on state-of-the-art techniques [1,2] for the computation of physics-based
volumetric image deformation. These techniques combine robust mechanical response with
efficient high-resolution deformation. Our novel image manipulation techniques, on the
other hand, enable intuitive mapping of 2D gestures on a touchscreen to the volumetric
deformation. The connecting bridge is the use of a rigid handle metaphor. By means of
the interaction techniques, we manipulate rigid handles within the volumetric anatomy,
and these handles serve as boundary conditions for the full anatomy deformation.
At runtime, the full image manipulation process requires the following steps, which
are also identified in Figure 2:
1.
2.
3.
4.
5.
6.

Selection of rigid volumetric handles.
Computation of 3D handle transformations from 2D gestures.
Computation of boundary conditions for the deformation model.
Computation of coarse volumetric image deformation.
Interpolation to high-resolution image deformation.
Resampling of the deformed volumetric image.

Steps 1, 2 and 3 in the process are the proposed novel interaction techniques, and are
described in detail in Sections 4–6, respectively. Steps 4, 5 and 6 are implemented using
state-of-the-art volume image deformation techniques, as introduced above. In particular, we adopt a deformation technique called corotational coarsening [1], which uses
two simulation meshes of different resolution. These two meshes and their mechanical
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of Handles (Sec. 5)

Partial image
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Conditions (Sec. 6)
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Coarse Tissue
Deformation [1]

Initialization of
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Interpolation to
Fine Mesh [1]

Fine and coarse
meshing

Volume Image
Resampling [2]

Coarsening and
homogenization

Figure 2. Runtime and preprocessing steps of our volume image manipulation method. At runtime, it combines novel interaction
techniques with state-of-the-art volume image deformation techniques. A user selects handles within the volume, applies 3D
transformations to the handles through 2D gestures, and the transformed handles translate into boundary conditions for an anatomy
deformation model. We use the corotational coarsening method to deform the volume image [1], which entails three steps: lowresolution deformation, interpolation of this deformation to a high-resolution mesh, and resampling of the volume image [2].
In addition, the volume image deformation approach requires several preprocessing steps for the generation of a highly accurate
low-resolution interactive model: partial segmentation of the volume image, classification of the anatomy elements based on image
values, initialization of mechanical properties from image values, high-res and low-res meshing, and coarsening from the high-res
deformation model to a homogenized low-res deformation model.

properties are defined at preprocessing stage, as indicated in the pipeline Figure 2. This
preprocessing requires a partial segmentation of the volume image and the mapping from
image values to mechanical properties based on anatomical classification (Please see the
work of Torres et al. [1] for details). The fine mesh captures the desired level of detail of the
anatomy, and represents mechanical deformations accurately, but it cannot be simulated in
real time. The coarse mesh, on the other hand, does not respect anatomical detail explicitly,
but it allows real-time simulation. Corotational coarsening takes the properties of the fine
mesh and computes nonlinear shape functions and homogenized mechanical properties
of the coarse mesh, such that the accuracy of the fine mesh is well preserved. At runtime,
the solver simulates mechanical deformations on the coarse mesh, interpolates these simulations in a nonlinear fashion to the fine mesh, and finally to the full volumetric image
thanks to a resampling method [2]. The original corotational coarsening method does not
support as boundary conditions the transformation of arbitrary rigid handles. We extend
the method to support such boundary conditions efficiently, and hence smoothly connect
the handle metaphor from selection to deformation.
4. Methods: User-Guided Handle Selection
Similar to work in geometric modeling [48], we deform the anatomy by manipulating
a set of handles. This metaphor is natural and intuitive, as it mimics the real-world action
of pinching or grasping part of an object with our hands, and then translating and rotating
the hands as rigid tools to deform the object.
The first necessary step in handle-based deformation is the selection of handles. Three
aspects make this step challenging in our setting. One is the limitation of 2D interaction
posed by the touchscreen, and the other two are the dense volumetric nature and the
topological complexity of medical images.
In this section, we describe our intuitive, user-guided method for the selection of
volumetric handles. First, we describe the definition of selection parameters directly
through intuitive actions on the touchscreen. Next, we describe a region growing method
to segment the volume and thus select each handle. Finally, we discuss handle refinement
operations and the management of handle state to define various types of boundary
conditions in the deformation of the anatomy.
4.1. Mapping of Selection Cues
The problem of handle selection can be posed as selecting a subset of the voxels in the
volume dataset, based on some user input. This problem has been tackled before in medical
imaging, as part of image segmentation. In that context, user control can be maximized by
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displaying supplementary cross sections, and letting the user draw directly on such cross
sections. However, with cross sections, interaction does not mimic real life actions.
Instead, we wish to let users select handles in a tangible manner, letting them express
their intent directly on the volume image. To this end, we design a two-finger selection
metaphor that exploits isosurface raycasting to map the 2D user’s actions into 3D cues in a
natural manner. In the following, we define the 2D and 3D positions associated with the
two fingers, and we describe the mapping between finger actions and selection parameters.
We assume that user interaction is carried out using the index finger and the thumb.
We define as pi and pt the screen-space positions of the index and the thumb, respectively.
These points map along their corresponding viewing rays to 3D finger points qi and qt
on the visible isosurface, respectively. In our implementation, we find the two 3D finger
points through independent ray casting, but a graph-based optimization could provide
more robust results [31].
When the user first touches the screen with both fingers, we define the handle seed s
q +q
as the average of the corresponding 3D finger point positions, s = i 2 t . Based on the 3D
depth of the seed and the current perspective projection, we also compute the scale factor s
between screen-space displacements and 3D displacements.
The user may then touch the screen with both fingers, and vary the distance between
their screen-space positions, indicating a grow or zoom action. At any time, we define
the handle extent d by scaling the distance between the finger screen-space positions,
i.e., d = s kpi − pt k.
The various components of the mapping of selection cues are depicted in Figure 3.
As soon as the user lifts one finger off the screen, the selection process is terminated. As
shown in Figure 4, the selection is displayed at all times using a color mask.

𝐪𝑖

𝐩𝑖

𝐩𝑡

𝐬

𝐪𝑡

Figure 3. For handle selection, the 2D positions of the thumb and index on the touchscreen (pt and
pi , respectively) are mapped to 3D positions (qt and qi , respectively) through isosurface raycasting.
The selection is initialized at the seed s.
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Figure 4. A mask is rasterized on the volume data to depict the selection of a handle. In the two
snapshots, the extent indicated with the fingers is mapped to the selection.

4.2. Region Growing for Handle Selection
The seed and extent parameters defined in the previous section let users define their
selection intent in an intuitive manner. The actual selection, however, requires identifying
the visible part of the organ that is being touched, within the intended extent. This selection
becomes a difficult task due to the complex topology of the anatomy embedded in the
volume images and the lack of explicit definition of organ boundaries and connectivity.
To tackle the selection problem, we resort to image segmentation techniques, in particular the well-known seeded region growing algorithm [49]. This algorithm aligns perfectly
with our interaction approach, as it allows us to efficiently identify a region of the volume that is connected to the seed and fulfills some homogeneity criterion. It considers
the distribution of image density values around the seed voxel, and it grows a selected
region incrementally by adding other voxels whose density is within a range of the density
distribution at the seed.
Specifically, we start by registering the density δseed at the seed voxel and computing
the standard deviation σseed of density values in the 1-ring neighborhood of the seed voxel.
Then, we start a breadth-first growth from the seed. For every candidate voxel that we
visit, we compute a homogeneity ratio h based on its density δ as:
h=

|δ − δseed |
.
σseed

(1)

If the homogeneity ratio is below a threshold hmax , we accept the candidate voxel
into the selected region, and we add as candidates the unvisited voxels within its six
direct neighbors. In all our examples, we have used hmax = 1.1 as homogeneity threshold,
indicating that we accept voxels whose density difference w.r.t. the seed voxel is less than
110% of the standard deviation of the density around the seed. The threshold value was
selected by preprocessing the data and analyzing the homogeneity of the organs present in
the volume. By comparing the density differences to the standard deviation around the
seed, we automatically adapt the selection criterion to the level of noise in the density data,
and the user only needs to specify the seed and the extent of the selection. Nevertheless,
our selection method assumes that the seed and its neighborhood are representative of
the whole region of interest, and distinctive with respect to other adjacent anatomy. If the
contrast in the image data is not sufficient, the method may have trouble growing the
selection correctly.
In contrast to other segmentation approaches, region growing enables simple userguided definition of the selection extent, following the interaction metaphor described in
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Section 4.1. Moreover, region growing also allows for highly efficient parallel implementation on GPUs. We follow a queue-based implementation of the region growing algorithm,
where the queue is initialized with the six direct neighbors of the seed, and each pass
of breadth-first search flushes the queue and repopulates it with candidate neighbors of
visited voxels. We stop the growth process when the number of passes over the queue has
reached the extent, or if there are no more candidate voxels.
On the GPU, we launch one thread per candidate voxel in the queue. With this parallel
implementation, the algorithm constitutes a parallel stencil-computation problem, which
adapts perfectly to the computational paradigm of modern GPUs. However, due to the
nature of the growth process, only a small fraction of the voxels are actually candidates
and must be visited on each pass. Then, a simple dispatch mechanism of the parallel jobs
would yield many launched threads that would perform futile computation. We succeed
to drastically reduce the number of unnecessary threads that are launched through an
efficient blocking scheme [44] that exploits the sparsity of the computation. Thanks to
this highly efficient implementation, the selected region grows or shrinks in just a few
milliseconds, providing visual feedback to the user and allowing a very fast and intuitive
selection of the desired handle.
4.3. Handle Management
In addition to the procedure for handle selection described above, we provide methods
to refine the handles and manage their status. Multiple handles can be selected at the same
time, as shown in Figure 5, and each of them can be controlled independently. To do this,
the user may pick one or several handles out of the currently existing set. To pick one
handle, the user simply needs to press the touchscreen on the 2D projection of the handle.

Figure 5. Multiple handles can be selected at the same time, and they can be controlled independently.

We enable handle refinement through union and difference set operations. Then,
to locally enlarge or reduce a handle, the user creates a second handle selection, picks
both the original and the new handle, and then selects the union or difference operation to
enlarge or reduce the original handle, respectively.
Our soft-tissue deformation method, described in Section 6, defines boundary conditions on the fine tetrahedral mesh where the volume image is embedded. Then, even
though handle selection and refinement are executed on the volume image, the selection
must be applied to the nodes of the fine tetrahedral mesh too. When we select or refine a
handle, we mark all the mesh tetrahedra that contain selected voxels, and we set the nodes
of the handle as the nodes of the tetrahedra. We let each node belong to only one handle,
the last one that claimed ownership of the node. In a refinement operation, we reset the
nodes of the two handles involved before applying the union or difference operation.
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In our hands-on manipulation operations, we define three possible status for handles: active, fixed, or idle. When a handle is active, its nodes undergo the manipulation
operations described in Section 5, and then their positions are set as Dirichlet boundary
conditions for soft-tissue deformation. When a handle is fixed, the positions of its nodes are
also set as Dirichlet boundary conditions during soft-tissue deformation. When a handle
is idle, its nodes are treated as regular free nodes during soft-tissue deformation, but the
handle remains available to be active or fixed later.
5. Methods: Direct Handle Manipulation
Once handles are selected, the user may manipulate them in a natural and intuitive
manner. Our solution for handle transformation tries to replicate the manipulation of
real-world objects with the hands, with the constraint that user interactions are carried out
on a 2D touchscreen. We propose a solution that maps 2D actions automatically into 3D
transformations of the handles. Our solution is based on the numerical optimization of
3D rigid transformations, such that the visual projections of the handles best follow the
actions of the user.
We start this section with the statement of the numerical optimization problem, which
follows previous work on direct manipulation [9]. However, in contrast to their solution,
we derive a closed-form solution for linearized manipulations. This solution is extremely
efficient, hence the user obtains immediate visual feedback of the manipulation actions.
We conclude the section by discussing variants of the optimization formulation.
5.1. Problem Statement and Formulation
We pose handle manipulation as a multi-finger interaction. The user touches a handle
at multiple locations simultaneously, and slides the fingers on the screen to convey the
motion of the projected handle. This projected motion is automatically transformed into an
optimal 3D motion, providing the user with a sense of natural and intuitive manipulation
of the handle directly in 3D.
When the user touches a handle, we identify the screen-space positions of the fingers,
and we map them along their viewing rays to 3D positions on the visible isosurface, same
as for handle selection as described in Section 4.1. We initialize these 3D positions as the
handle points. Once a handle is transformed during manipulation, the positions {q j ∈ IR3 }
denote the updated positions of the handle points in view space, i.e., expressed in the
reference system of the camera. We define as {p j ∈ IR2 } the target 2D projections for handle
points, expressed in normalized device coordinates. When the user moves the fingers on
the screen, we record their current positions as the target 2D points.
Following Reisman et al. [9], we pose handle manipulation as the computation of
the optimal 3D transformation of handle points {q j } such that their projections match the
target projections {p j }. We express the 3D transformation with a translation vector t and a
rotation matrix R, and the 3D-to-2D projection as a function Proj(·). Then, we define the
following error term for each handle point:

f j = Proj R q j + t − p j .
(2)
And we formally define handle manipulation as the optimization of an objective
function f , i.e.,
{t, R} = arg min f , f = ∑ f Tj f j .
(3)
j

The projection function consists of a linear transformation P from 3D to 2D, followed
by a division by the 3D Z coordinate. With a unit vector k = (0, 0, 1) T , the projection can
be written as
1
Proj(v) = T P v.
(4)
v k
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5.2. Optimal Linearized Manipulation
For smooth and intuitive manipulation, we visualize the transformed handle continuously as the user moves fingers on the screen. After each finger motion, we compute the
optimal transformation {t, R}, and we update the 3D handle points as q j ← R q j + t. In
this way, each incremental finger motion results in a small rigid transformation.
The optimization (3) constitutes a nonlinear least-squares problem. In previous
work [9], this problem was solved using an iterative Levenberg–Marquardt solver. However, under the assumption of small transformations, we can safely linearize the error
terms (2), and solve a linear least-squares problem instead. This amounts to performing
one Gauss–Newton iteration of the original nonlinear problem.
Two nonlinear functions must be linearized: the rotation and the perspective projection. The gradient of a projected vector can be derived from (4) as:


v kT
1
∂(Proj(v))
.
= T P I− T
∂v
v k
v k

(5)

To linearize the rotation, it is convenient to express it using an axis-angle representation
r, where the magnitude krk represents a rotation angle, and the direction krrk represents
the axis of rotation. Then, under small rotations, a rotation operation can be linearly
approximated as
R q ≈ (I + Skew(r)) q = q − Skew(q) r,
(6)
where Skew(·) denotes a skew-symmetric matrix representing the cross-product linear transformation.
The gradient of a rotated vector can easily be derived from this linear approximation,
resulting in:
∂(R q)
= −Skew(q).
(7)
∂r
After linearizing the projection and the rotation, the gradients of error terms (2) w.r.t.
the translation and the rotation can be easily derived, resulting in:
!
∂f j
q j kT
1
= T P I− T
,
(8)
∂t
qj k
qj k
!

∂f j
q j kT
1
= T P
(9)
− I Skew q j .
T
∂r
qj k
qj k
With these ingredients, we solve the linearized least-squares problem
  (3) as a small
t
linear system. Grouping the unknown translation and rotation as x =
, the resulting
r
linear system can be written as:
A x = b,

(10)


∂fi
∂t
i

∂fi
and b = − ∑
∂t
i
with A =

∑

∂ri
∂t

T 

∂ri
∂t

∂fi ∂ri
∂t ∂t


(11)

T

(Proj(qi ) − pi ).

(12)

5.3. Constrained Transformations
Our direct manipulation method, formulated as an optimization, admits the use of an
arbitrary number of fingers. However, if the number of fingers is less than three, then the
linear problem (10) is underconstrained.
In unconstrained situations, when the user interacts using only one or two fingers,
we assume that the user’s intent is to perform constrained transformations. One-finger
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interaction is naturally mapped to XY translation, and two-finger interaction is naturally
mapped to XYZ translation and Z rotation. We also let the user constrain the transformation
at will, to prevent motions in undesired axes. Some useful examples are to eliminate Z
translation, Z rotation, or XY translation.
Constrained transformations are easily implemented by selecting the appropriate
rows and columns in the linear problem (10). Figure 1 shows examples of full and constrained transformations.
6. Methods: Volumetric Deformation
The human anatomy captured in a medical volume image exhibits high-resolution
heterogeneity. Popular methods for the simulation of anatomical deformations would
require a fine simulation mesh to correctly resolve the anatomical elements present in the
medical image, but this choice would prevent interactive deformations. As an alternative,
numerical coarsening methods [50,51] simulate deformations on coarse meshes, while
maximizing the similarity w.r.t. the behavior produced by fine meshes. Among such methods, corotational coarsening [1] supports accurate handling of high-resolution boundary
conditions under a linear corotational material model.
We start this section with a brief summary of the corotational coarsening method. The
original method supports accurately Dirichlet boundary conditions for high-resolution
points that are fixed at their rest position, but it does not handle other types of Dirichlet
boundary conditions. We extend the corotational coarsening method to handle Dirichlet
boundary conditions for rigidly transformed high-resolution points. In this way, we
support precise handle-based manipulation of highly detailed anatomical elements, while
the remaining anatomy is deformed interactively as dictated by the corotational coarsening
model. We conclude the section by summarizing how the mesh deformation is applied to
the embedded medical volume image through volume resampling.
6.1. Corotational Coarsening
The corotational coarsening model takes as input two tetrahedral meshes, one fine
and one coarse, that discretize the same deformable volume, where the coarse nodes are
a subset of the nodes of the fine mesh. Given a heterogeneous linear corotational FEM
model [52] defined on the fine mesh, corotational coarsening computes homogenized
stiffness matrices and nonlinear shape functions on the coarse mesh, such that the behavior
of the fine mesh is closely approximated. Coarsening is designed for each coarse element
independently, and the result is assembled to produce the coarse model on the full coarse
mesh. The method pays special attention to the accurate approximation of Dirichlet and
Neumann boundary conditions applied on the fine mesh. However, for clarity, and w.l.o.g.,
in the remainder we ignore the presence of fine nodes with non-zero Neumann boundary
conditions (i.e., non-zero external forces), and we consider only fine nodes with Dirichlet
boundary conditions (i.e., constrained positions).
Similar to Torres et al. [1], we introduce a block notation [·] to indicate replication of a
3 × 3 matrix into a block-diagonal matrix, or replication of a 3 × 1 vector into a long vector.
The size of [·] can be inferred in each case from the terms it multiplies.
Let us denote with xc and xd vectors that concatenate the positions of all coarse nodes
and all fine Dirichlet nodes in a coarse element, respectively. We denote with an overline
the rest-state positions for the corresponding nodes. Let us also denote as Rc the best-fit
rotation matrix of a coarse element. Then, using the block notation, the homogenized linear
corotational problem on a coarse element can be expressed as:


(13)
[Rc ] Kh [Rc ] T xc − xc = fc + fd ,


with fd = −[Rc ] Khd [Rc ] T xd − xd .
(14)
The matrices Kh and Khd denote the homogenized stiffness matrices of the coarse
element, and we refer the reader to the work of Torres et al. [1] for details about their
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computation. The vectors fc and fd denote, respectively, external forces applied on the
coarse nodes and coarse forces produced by the fine Dirichlet nodes.
The strength of the corotational coarsening method is that it imposes a small computational overhead w.r.t. a pure coarse FEM model, but it achieves accuracy comparable to a
fine FEM model under certain types of boundary conditions. Next, we extend the method
to handle accurately and efficiently rigid transformations of fine nodes, as produced by
our handle manipulation method.
6.2. Coarsening of High-Resolution Rigid Transformations
In our setting, fine Dirichlet nodes are rigidly transformed with rotation Rm and
translation tm , as computed by our direct manipulation method in Section 5. Note that,
in contrast to the incremental transformations discussed in Section 5, here we refer to
cumulative transformations from the rest-state configuration xd . Using the block notation,
the coarse forces (14) produced by rigidly transformed fine nodes are:


fd = −[Rc ] Khd [Rc ] T ([Rm ] xd + [tm ]) − xd
h
i
h
i
= −[Rc ] Khd RcT Rm − I xd + RcT tm .
(15)
The computation of the resulting coarse forces appears at first computationally expensive, due to the density of matrix Khd . However, as
 noted byTorres et al. [1], and as a
result of the block-replication structure, the product RcT Rm − I xd amounts simply to a
linear transformation of the nine distinct elements of the block-replicated matrix. Therefore,
the product can be rewritten as a constant linear transformation of the nine-vector formed
with the elements of the block-replicated matrix. We denote the resulting transformation as:


h
i
(16)
RcT Rm − I xd = Reshape(xd ) · Unroll RcT Rm − I ,
where Unroll(·) transforms a 3 × 3 matrix into the nine-vector with all its elements,
and Reshape(·) transforms
a 3n vector into the corresponding 3n × 9 matrix.

The product Khd RcT tm also admits an efficient implementation thanks to blockreplication, where columns of Khd are first added together in three groups, and the result is
multiplied by the block-replicated vector. We denote the resulting transformation as:
h
i
Khd RcT tm = ColumnAdd(Khd ) · RcT tm ,
(17)
where ColumnAdd(·) adds all columns of a matrix into three groups.
From (16) and (17), the computation of coarse forces due to fine Dirichlet nodes
amounts to:


fd = − [Rc ] Khd · Reshape(xd ) · Unroll RcT Rm − I

− [Rc ] · ColumnAdd(Khd ) · RcT tm .

(18)

The product Khd · Reshape(xd ) can be computed just once when handle selection
is finalized. Overall, thanks to the efficient rearrangement of operations, the complete
computation of coarse forces can be executed efficiently with a cost independent of the fine
mesh discretization.
6.3. Volume Resampling
The corotational coarsening method can be efficiently implemented with all coarsemesh-level computations on the CPU and all fine-mesh-level and volume-level computations on the GPU. On every handle-based manipulation step, the method first gathers
force computations due to fine nodes, then executes a quasi-static deformation solve on
the coarse mesh, and transfers the resulting soft-tissue deformation to the fine nodes. This
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step uses precomputed nonlinear shape functions that respect the heterogeneity of the
underlying anatomy.
The next step of the method requires transferring the deformation of the fine mesh
to the actual volume image. This step is executed efficiently on the GPU as a tetrahedral
rasterization operation, with the original volume image as a 3D texture map. We refer
the reader to the work of Torres et al. [1] for full details. The final step is to rasterize the
tetrahedra of the handles, to apply the visualization mask on the volume of the handles.
7. Results
In the images, we show several experiments that demonstrate the features of our
hands-on deformation methods. We carry out exploration and deformation operations on
multiple anatomical elements of the abdomen, such as a kidney, the stomach, or blood vessels.
7.1. Implementation Details and Performance
We have implemented our work on a compute platform consisting of a 3.1 GHz
Quad-core Intel (Santa Clara, CA, USA) Core i7-3770S CPU with 16 GB of memory, and a
NVIDIA (Santa Clara, CA, USA) GTX670 graphics card. We have used a HANNspree
(Taipei, Taiwan) 23-inch touchscreen with full 10-finger tracking. We perform volume
rendering using VTK [53], and we also employ its ray-casting picking functions.
For all the example manipulations, we have used an abdomen CT-scan with 5 million
voxels. This dataset is publicly available under the OsiriX DICOM image library (ref.
BREBIX) [54]. As a preprocess, we have scanned the opacity range of the model to identify
the major anatomical elements and define transfer functions, as well as their mechanical
parameters (i.e., Young modulus and Poisson’s ratio). To apply the corotational coarsening
deformation model, we have created coarse and fine tetrahedral meshes in the following
way. First, we have created the coarse mesh as a regular tetrahedral mesh covering the
volume image, producing a total of 6000 tetrahedra. Next, we have segmented bone
material based on its opacity range, we have meshed the resulting bone surfaces, and we
have created the fine tetrahedral mesh using TetGen by combining the bone nodes with a
regular high-resolution grid. The fine mesh has a total of 281,000 tetrahedra.
In the examples shown in the paper, the average performance of our method is of
10 fps. The computational cost is dominated by CPU-GPU data transfers, which take
about 50 ms per frame, and are motivated by the lack of low-level access of the VTK
API to the volume data. This cost could be drastically reduced with a fully dedicated
implementation, and thus improve the overall runtime performance. With the current
performance, and same as in other applications, latency makes users move more slowly
than they would with a more responsive system.
Within our algorithm, the cost of deformation is below 30 ms per frame, and resampling takes just 15 ms. The cost of other components, such as the selection of handles
and the mapping of 2D gestures to 3D transformations, is negligible, thanks to the high
efficiency of the methods we propose. For performance scalability, we refer the reader
to the analysis carried out by Torres et al. [1]. During manipulation and deformation,
our method adds just two operations to their pipeline: (i) the mapping of 2D gestures to
the 3D transformation of a handle, and (ii) the computation of forces due to the rigidly
transformed handle, as in (10). The cost of these two operations is negligible compared to
the rest of their pipeline.
7.2. Selection Examples
Figure 6 shows two examples of dynamic growth of selected handles. The images
correspond to real-time screen captures, and they were generated through hands-on interaction on the touchscreen. The examples highlight the success of our selection technique
on both large and thin anatomy. The user naturally guides the extent through the index
and thumb (denoted by the black circles in the images), but the selection is constrained to
the organ of interest.
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Figure 6. Two examples of dynamic growth of selected handles, in green, both on large and thin anatomy. The black circles represent pi
and pt , i.e., the screen-space positions of the index and the thumb. Note that the change of color occurs in the volumetric medical image
representation; it is not a simple change of color of the rendered image. As the green color is constrained to the selected anatomical
elements (kidney and vein), the figure demonstrates the success of the volumetric selection, i.e., no green pixels bleed to other regions
of the data set.

7.3. Deformation Examples
Figures 7 and 8 show multiple examples of natural hands-on deformation of volumetric anatomy. The images combine real-time screen captures and recordings of the user
interacting on the actual touchscreen. The top row in Figure 7 shows an in-plane translation
of a vein using only one finger. This example demonstrates the ability to interact with
fine anatomical features. Note that the blood vessels cannot be resolved by the coarse
simulation mesh, but they are correctly handled thanks to the corotational coarsening
deformation model described in Section 6. We have augmented the original deformation
model to apply rigid transformations on fine features such as the blood vessels.
The bottom row in Figure 7 and the top row in Figure 8 show in-plane transformations
(translation and rotation) of a kidney using two fingers. The bottom row in Figure 8, on the
other hand, shows out-of-plane rotation of the kidney using three fingers. The arrows show
the direction of motion. As shown also in Figure 1, the user executes a selection that encloses
the volume of the kidney in a simple way, without explicit knowledge of its boundary,
and then enjoys the ability to apply both in-plane and out-of-plane transformations in an
intuitive manner.
8. Discussion
Our work is best classified as an enabling technology that opens the door to new
possibilities. The two major areas of potential application are exploration for diagnosis and
pre-operative planning. Next, we discuss in more detail how the features of our method
could be leveraged in some specific applications.
Our direct interaction methods provide the ability to easily move and rotate anatomical
elements, thus uncovering back surfaces or enabling access to hidden areas. This is
particularly useful if the region of interest is on the backside of an anatomical element,
or hidden behind layers of anatomy. The traditional approach is to navigate the view and
adapt the volume rendering settings to display the region of interest, but in some cases the
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Figure 7. Real-time screen captures of natural hands-on deformation of volumetric anatomy. Top row: in-plane translation of a vein
using only one finger. Bottom row: in-plane translation of the selected kidney using two fingers. The arrows show the direction
of motion.

clinician may want to retain a certain overall view and/or combine viewing of the region
of interest with motion of the anatomy.
One example is exploration through motion, deformation and palpation of the anatomy.
Provided that the mechanical behavior is accurate enough, the clinician may virtually palpate the anatomy and identify clinically relevant features. Palpation can aid in the detection
and understanding of, e.g., cancerous tissue [55].
Another example is planning of interventions when the anatomy is hidden from the
point of entry of the surgical tools. Some of the decisions that could be planned include
the point of entry itself, directions for cutting, or the amount of admissible motion and
deformation of organs under safety conditions. For the specific case of the abdominal
anatomy shown in our examples, particular clinical cases that could leverage our tools
include resection of retroperitoneal tumors with complicated accessibility, e.g., partial
nephrectomy [56], tumor resection in the adrenal gland hidden by the pancreas [57],
or liver surgery in back/hidden areas of the liver.
With our proposed interaction metaphor, the clinician may simply move organs
around, separate them, and rotate them to inspect various views, all through a simple
“grab and move” action, much like we manipulate objects in the real world. In open
surgery, the region of interest may be behind other anatomy layers. It is not enough to just
“erase” these layers in the view of the volume image, as in reality they are cut and moved,
and when moved they pull from other anatomy, possibly also at the region of interest.
Our prototype implementation of tangible interaction is a first step toward mimicking
these operations in an effective manner. Note that, for planning, it is not necessary to
move the anatomy using realistic tools; it is sufficient to “grab” the anatomy and move
it, with the connected tissue following in a physically accurate manner. The extent of
the handle selection (Section 4) defines the part of an organ that is “grabbed”. Once the
clinician moves a handle, it may be kept in place to keep clear access to the region of interest.
The clinician could rotate an organ and visualize and explore blood vessels in the region
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Figure 8. Video images of the user performing natural hands-on deformation of volumetric anatomy, interacting with the actual
touchscreen. Top row: in-plane translation and rotation of the kidney using two fingers. Bottom row: out-of-plane rotation of the
kidney using three fingers. The arrows show the direction of motion.

of interest. The amount of admissible rotation depends on patient-specific mechanical
response and requires a physics-based deformation model. Then, this rotation could be
planned without compromising the safety of blood vessels due to excessive tension.
9. Conclusions
In this paper, we have presented a novel metaphor for interacting with medical
volume images. Users are able to explore and manipulate the anatomical elements in
a medical image, much like they would do in the real world, simply by touching and
moving them with their hands. This novel interaction metaphor is possible thanks to three
novel technical components: user-guided selection of handles following a region growing
approach, direct manipulation of handles through optimization-based computation of
linearized transformations, and extension of a corotational coarsening deformation model
to handle high-resolution rigid transformations.
In future work, the different elements of the method should be evaluated from a
user-performance point-of-view, and the applied impact should be evaluated on practical
cases. As mentioned in the introduction, and evidenced by the computational performance
metrics and the accompanying video, the latency of the current prototype implementation
limits its practical use. While we succeeded to demonstrate the selection and manipulation
metaphors, the existing latency required slow and careful actions by the user. With faster
user actions, the amount of soft-tissue deformation between system updates soon becomes
too large, and the simulation suffers artifacts. Faster computational response and safety
limits on the deformation are needed for practical evaluation by end users. Moreover, even
though the previous section discusses practical use of the proposed interaction metaphors,
it remains unknown whether the interaction metaphors are truly useful for clinicians.
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Further work should be devoted to testing the effectiveness of our hands-on interaction
metaphors on clinically motivated use cases.
Alongside its innovative nature, our work also entails multiple limitations. In addition
to user evaluation, future work directions could address such limitations.
The selection and deformation methods we have developed do not require an explicit
segmentation of the medical image. This is a powerful feature, as it enables rapid access to
functional data, without the need for time-consuming data preparation. If higher-quality
results are needed, however, segmentation can be applied to the data, and this knowledge
can be exploited by both the selection and deformation methods. The quality of our
methods is higher with high-contrast images, such as the CT-scan shown in our results.
For other types of image modalities, with worse contrast, the selection process and the
assignment of mechanical properties would suffer errors. Note that this is not worse than
for approaches based on segmentation.
The deformation model used in this work also suffers several limitations. Most
importantly, it is limited to linear corotational materials, and it does not handle arbitrary
types of boundary conditions. Real-time deformation of highly complex and heterogeneous
datasets is still an open research challenge.
A central feature of our hands-on deformation method is the use of a touchscreen
as interface. Touchscreens are nowadays commodity technology, which maximizes the
impact of the methods. However, 2D interaction poses limitations in contrast to 3D
immersive interaction. Our methods could be extended to 3D, but the interaction with
dense volumetric datasets would pose new challenges. Immersing the hands into a volume
image would produce ambiguities on what elements should be selected and should or
should not interact with the hands. Within touchscreens, our work is limited to moderately
sized screens, where the fingers of the user do not produce excessive clutter. It would be
interesting to evaluate performance with respect to screen size, and compare our methods
to indirect interaction.
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